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The Promise of Decision Support

By Bill Schmarzo
Many data warehouse implementations start by servicing the reporting needs of their business communities. They focus on providing a rearview mirror perspective on their business operations, but stop there and declare success. These projects fail to go beyond merely providing a bunch of prebuilt reports. Instead, they need to go further, to entwine analytic applications into the very fiber of an organization's decision-making processes.

When you study the most successful data warehouse approaches to business analysis, several common themes emerge: Decision makers in these organizations typically use exception-based analysis to identify opportunities, then dig deeper into the data to understand the causes of those opportunities. From there, they model the business situation (perhaps using a spreadsheet or statistical tool) so that they have a framework against which to evaluate different decision alternatives. Finally, they track the effectiveness of their decisions in order to continuously refine their decision-making capabilities.

Analytic Applications Life Cycle

The best of the new breed of analytic applications support this thoughtful, textured use of the data warehouse. A comprehensive analytic application environment needs to support a multistep framework that moves users beyond standard reports. The environment needs to proactively guide users through the analysis of the business situation, ultimately helping them make an insightful and thoughtful decision. The goals of this analytic application life cycle are to:

Guide business users beyond basic reporting

Identify and understand exceptional performance situations

Capture decision-making best practices for each exceptional performance situation

Share the resulting best practices or intellectual capital across the organization.

The analytic application life cycle comprises five distinct stages. (See Figure 1) The publish reports stage provides standard operational and managerial report cards on the current state of the business. The identify exceptions stage reveals exceptional performance (over- as well as underperformance) on which to focus attention. The determine causal factors stage seeks to understand the root causes behind the identified exceptions. The model alternatives stage aggregates what's been learned to model the business, providing a backdrop to evaluate different decision alternatives. The track actions stage analyzes the effectiveness of the recommended actions and feeds the decisions back to the operational systems and data warehouse (against which Stage 1 reporting will be conducted), thereby closing the loop.

Let's walk through each of these stages in a bit more detail to understand their objectives and the ramifications on the data warehouse architecture.

Publish reports. Standard operational and managerial reports are the necessary starting points for the five-step life cycle. These reports look at the current results vs. plan or previous periods in order to provide a report card on the state of the business. (For example, "Market share is up two points, but profitability is down 10 percent.")

Data warehouse requirements in the publish reports stage focus on improving the presentation layer and include presentation technologies such as dashboards, portals, and scorecards.

Although many data warehouse implementations successfully deliver reports, they stop there. Reports that are only electronic versions of the preexisting hardcopy reports just pave the cow path instead of building a new highway. A well-done analytic application needs to elevate the data warehouse efforts beyond just reporting to support more valuable analytics that provide significant business returns. Data warehouse designers should carefully study the work done in recent years on balanced scorecards, key performance indicators, classical exception tracking, and data mining in order to suggest to end users some new categories of powerful report metrics.

Also, many marketing and finance departments have a small staff of expert analytic end users who may have creative ideas for report metrics. Don't let these highly trained, computer-friendly end users spend all their time developing their own applications! Spend some time with them to elicit good suggestions for your standard reports. Your goal is to entwine the data warehouse and analytic applications even more effectively into the fiber of your organization's decision-making processes.

Identify exceptions. The exceptions identification stage focuses on answering "What's the matter?" or "Where are the problems?" This stage involves identifying both upside and downside exceptions and opportunities to normal performance. Most business managers have asked the data warehouse team to replicate a stack of reports in the data warehouse, when in reality, they want the parts of the reports marked with highlighters and yellow stickies. The exceptions stage is essential in helping users wade through the deluge of data to focus on the opportunities offering the best business return and those deserving the most attention. The ability to identify exceptions is especially important now that multiterabyte databases are the norm.

Most exceptions are identifiable along key dimensions such as time, geography, store, customer, promotion, or product. Consequently, the more robust your dimensions and their attributes, the more comprehensive the exception identification processes.

The implications of the identify exceptions stage on your data warehouse architecture include new capabilities such as broadcast servers that distribute alerts to users' devices of choice based upon exception triggers and visualization tools to view the data in new and more creative ways, such as trend lines, geographical maps, or clusters.

Determine causal factors. This stage tries to understand the root causes of the identified exceptions. Key to the determine causal factors stage is the ability to identify reliable relationships and interactions between variables that drive exceptional performance.

Successfully supporting users' efforts in the determine causal factors stage means your data warehouse architecture must include additional software such as statistical tools and data mining algorithms that enable association, sequencing, classification, and segmentation to quantify cause and effect. You may also need to incorporate unstructured data, such as press releases or news feeds, which can help determine the causes of certain exceptional performance situations.
Data warehouse managers must think carefully about how data mining efforts are related to their core activities. Data mining is a fascinating and intricate extension of normal data reporting and analysis. The simpler data mining tools, such as classical statistics and decision trees, are reasonable extensions to the current skills list of the data warehouse staff. But the high-end data mining tools, such as neural nets, cluster identification tools, genetic algorithms, and case-based reasoning tools, probably require a dedicated expert. Such an expert may be part of the data warehouse staff or may be an end user who ideally is an intense client of the data warehouse.

Model alternatives. The model alternatives stage builds on cause-and-effect relationships to develop models for evaluating decision alternatives.
The ability to perform what-if analysis and simulations on a range of potential decisions is considered the final goal when following the analytic application life cycle. The payoff is when you can successfully answer strategic questions, such as "What happens to my market share, revenue, and units sold if I achieve a greater than 10 percent price differential vs. my top two competitors?" Or, "What are the effects on my inventory costs if I can achieve five percent sales forecast accuracy instead of my usual 10 percent?"
Answering these questions from the existing data warehouse is often possible by filtering the data to mimic (that is, model) the desired condition. Data warehouses have long supported this kind of modeling by calculating baselines for promotions analysis and selecting test markets with particular demographics.

Your data warehouse architecture may need to accommodate additional technologies in the model alternatives stage, including statistical tools and data mining algorithms for model evaluation, such as sensitivity analysis, Monte Carlo simulations, and goal-seeking optimizations.
Track actions. The objective of the track actions stage is to track the effectiveness of the decisions that the model alternatives stage recommends. Ideally, you can then implement a closed-loop process and feed the recommended actions back into the operational system. The effectiveness of the decisions should be captured and analyzed in order to continuously fine-tune the analysis life cycle, business rules, and models.

The track actions stage places additional demands on the data warehouse architecture. Besides implementing closed-loop capabilities back into the operational systems and the data warehouse, I also recommend enhancing existing dimensional models and building performance management tracking data marts to determine which decisions worked and which ones didn't. Emerging technologies applicable in this area include broadcast servers, which will soon enable users to respond with recommended actions from their device of choice (email, PDAs, pagers, and WAP phones, for example) not just deliver alerts.

Stepping Back

Implementing a decision-guiding structure to proactively move data warehouse projects beyond today's focus on reporting is critical if the data warehouse is to materially affect an organization's decision-making capabilities. The implementation of an analytic applications life cycle is instrumental to achieving that vision. It enables capturing, sharing, and reusing the intellectual capital that's a natural by-product of the organization's decision-making life cycle.

I envision a flexible, rather than a rigid, environment that provides guard rails, not railroad tracks, to an organization's analysis processes. The goal of this column is to provide a framework formalizing and capturing the best analysis practices. This library of best practices lets a wide range of business managers leverage and benefit from a compilation of corporate knowledge.
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